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Statistics 101 for Radiologists1

Diagnostic tests have wide clinical applications, including screen-
ing, diagnosis, measuring treatment effect, and determining prog-
nosis. Interpreting diagnostic test results requires an understanding 
of key statistical concepts used to evaluate test efficacy. This review 
explains descriptive statistics and discusses probability, including 
mutually exclusive and independent events and conditional prob-
ability. In the inferential statistics section, a statistical perspective 
on study design is provided, together with an explanation of how to 
select appropriate statistical tests. Key concepts in recruiting study 
samples are discussed, including representativeness and random 
sampling. Variable types are defined, including predictor, outcome, 
and covariate variables, and the relationship of these variables to 
one another. In the hypothesis testing section, we explain how to 
determine if observed differences between groups are likely to be 
due to chance. We explain type I and II errors, statistical signifi-
cance, and study power, followed by an explanation of effect sizes 
and how confidence intervals can be used to generalize observed 
effect sizes to the larger population. Statistical tests are explained in 
four categories: t tests and analysis of variance, proportion analysis 
tests, nonparametric tests, and regression techniques. We discuss 
sensitivity, specificity, accuracy, receiver operating characteristic 
analysis, and likelihood ratios. Measures of reliability and agree-
ment, including k statistics, intraclass correlation coefficients, and 
Bland-Altman graphs and analysis, are introduced.
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After completing this journal-based SA-CME 
activity, participants will be able to:

 ■ List essential concepts underlying de-
scriptive and inferential statistics.

 ■ Describe considerations in the selection 
of appropriate statistical tests.

 ■ Discuss the concepts of diagnostic ac-
curacy and measures of reliability.

See www.rsna.org/education/search/RG.

SA-CME LEARNING OBJECTIVES

Statistics is the grammar of science.
—Karl Pearson

Introduction
Diagnostic tests are used to detect or exclude pathology in symptom-
atic and asymptomatic patients, evaluate prognosis, monitor disease 
course, and evaluate treatment effect. Investigators studying diagnostic 
tests should consider several elements in addition to those usually con-
sidered in therapeutic studies, including reference standard selection, 
measures of test accuracy, reader group selection (eg, general radiolo-
gists versus subspecialists), and test reliability measurement.



1790 October Special Issue 2015 radiographics.rsna.org

and graphs. Data are information about ob-
served or measured variables. Data are generally 
categorized into two main types: numerical and 
categorical. Table 1 summarizes various types of 
data with examples. Each data type has a specific 
statistical method of description (1).

Numerical Data

Continuous Data.—Continuous data can take 
any value in a range, and can be measured in 
infinitesimal increments. Some examples of 
continuous data are height, weight, temperature, 
time, and tissue density measured in Hounsfield 
units. Continuous data are described using cen-
tral tendency measures such as mean, median, 
and mode and variability measures such as range, 
variance, and standard deviation.

The mean or average is the sum of all observed 
values Xi divided by the number n of subjects 
(Eq 1). It is one measure of central tendency. It is 
particularly appropriate when data are symmetri-
cally distributed.

mean

The median is the center value, or the 50th per-
centile value, of a series of values ranked from low-
est to highest. It is less influenced by outliers (rare 
but extreme values) than the mean is, so when 
such values skew the data distribution, it is a better 
descriptor of central tendency than the mean.

The mode is the most frequent value in a range 
of values. It is less commonly used for continuous 
measures than mean and median values are, and is 
more commonly used to reflect the “typical” value 
in a data set.

The range is the difference between the largest 
and the smallest values of a numerical variable. 
Interquartile range represents the difference be-
tween the first and third quartiles (25th and 75th 
percentiles) of a data set. It is a useful description 
of the “central range” of values of a variable, espe-
cially when outlier values skew the data set.

Variance represents the spread of values 
around the mean of a numerical variable. It is 
calculated by summing the squares of the differ-
ences between each observation and the mean, 
all divided by one less than the total number of 
observations (Eq 2):

variance

The standard deviation is the square root of the 
variance and is another measure of the spread of 
the data. It is used more commonly than variance 
because it is measured in the same units as the 
variable. For normal distributions (symmetric, 

The purpose of this article is to provide con-
cise information about statistical concepts com-
monly used when evaluating diagnostic tests. To 
preserve brevity and clarity, an overview of each 
topic is provided. Interested readers can review 
these topics in more depth by referring to this 
review’s citations.

This article is organized as a sequential 
discussion of statistical concepts fundamental 
to diagnostic imaging, including (a) descriptive 
statistics; (b) probability; (c) inferential statis-
tics, including hypothesis testing, P value, effect 
modifiers, effect size, and confidence intervals; 
(d) statistical tests, including t tests and one-way 
analysis of variance (ANOVA), correlation, pro-
portion analysis test, nonparametric tests, and the 
basics of regression techniques; (e) measures of 
diagnostic accuracy; (f) diagnostic test bias; and 
(g) measures of diagnostic reliability.

Descriptive Statistics
The purpose of descriptive statistics is to describe 
data, usually using standard measures, tables, 

TEACHING POINTS
 ■ Interquartile range represents the difference between the first 

and third quartiles (25th and 75th percentiles) of a data set. It 
is a useful description of the “central range” of values of a vari-
able, especially when outlier values skew the data set.

 ■ In inferential statistics, the study sample should be representa-
tive of the study population and should be randomly selected 
(so that each possible study sample would have the same 
probability of being selected for the study).

 ■ In hypothesis testing, two types of error can occur. Type I er-
ror occurs when a null hypothesis is rejected when the null 
hypothesis is actually true. The probability α of a type I error 
is generally set at .05 or less, which means that the chance of 
incorrectly rejecting the null hypothesis, or of finding a sig-
nificant difference when one is not present, is less than 5%. 
Type II error occurs when the null hypothesis is false, but is not 
rejected—ie, a difference is truly present but is not detected. 
The probability of making a type II error is generally set at 
.20 or less.

 ■ Nonparametric tests (NPTs) are useful when fewer assump-
tions can be made about the underlying continuous or ordinal 
data. For example, when the underlying data are not normal-
ly distributed, or the sample size is small, NPTs are more likely 
to yield valid results.

 ■ For categorical data, reliability is generally expressed as κ 
statistics. The κ coefficient is considered substantial if it is be-
tween 0.61 and 0.80, and excellent if it is more than 0.80. 
For example, if two or more radiologists evaluate a CT scan to 
determine whether appendicitis is present (using a clear “yes” 
or “no” decision) in the same group of patients, κ statistics 
can be used to report the reliability of the test. For continu-
ous data, reliability is assessed using the intraclass correlation 
coefficient, which is reported as a number between 0 and 1 
with a 95% confidence interval. In the literature, an intraclass 
correlation coefficient greater than 0.70 is commonly consid-
ered acceptable.
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by subjects enrolled in a drug trial. The central 
tendency of this type of data is often summarized 
by a mean, which is commonly an impossible 
value (such as 2.5 CT scans) but is typically still 
meaningful to the reader. Bar graphs are used to 
show the distribution of count data.

Categorical Data
Categorical data are summarized by proportions 
or rates and are expressed by frequency or rela-
tive frequency (in percent). The proportion of Af-
rican American subjects in a trial of coronary CT 
angiography is an example of describing a nomi-
nal variable using a proportion. Nominal data are 
usually depicted in frequency tables or bar charts. 
The mode is commonly used to describe typical 
values for categorical data (2,3).

Probability
Probability is a way to quantify uncertainty in sci-
ence, and is key to understanding the concepts of 
P value and confidence interval. The probability 
of an event is defined as the relative frequency of 
the event (outcomes) over an indefinitely large (or 
infinite) number of trials. Probability ranges from 

bell-shaped, continuous probability distributions 
that represent the expected distribution of the 
mean of random variables drawn from any popula-
tion), approximately 95% of observations will lie 
within two standard deviations of the mean.

Continuous data can be visualized using histo-
grams or box-and-whisker plots. Histograms are 
often used to show the distribution of continuous 
data by depicting the frequency of observed values. 
The normal distribution commonly describes clini-
cal data, and is symmetrical and bell-shaped, with 
mean, median, and mode equal to each other (Fig 
1a). A skewed (asymmetric) distribution is also 
called a non-normal or nonsymmetric distribu-
tion (Fig 1b). Box-and-whisker plots, on the other 
hand, are useful for visualizing the data range 
(minimums and maximums), means, medians, and 
the 25th and 75th percentiles (the first and third 
quartiles) of continuous data sets (Fig 2).

Count Data.—Count data are distinct from 
continuous data in that potential variable val-
ues are discrete. Examples include the number 
of subjects enrolled in a trial, or the number of 
computed tomography (CT) scans undergone 

Table 1: Types of Data

Data Subtypes Definition Examples

Numerical
 Continuous interval Numerical value with equal differences between 

each unit
Temperature in °C

 Continuous ratio Numerical value with equal differences between 
each unit and have meaningful ratio

Signal-to-noise ratio

 Discrete (count) Numerical values that are only integer Number of tumors in an organ
Ionizing radiation dose

Categorical
 Dichotomous Only two categories Female or male
 Nominal More than two categories without meaningful order Imaging modality (US, CT, MR)
 Ordinal More than two categories with logical order TNM tumor staging

Figure 1. Examples of (a) normal and (b) left-skewed distributions.
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Figure 4. Conditional probability in diagnostic tests. The con-
ditional probability P(AB) of a positive mammogram given 
that a patient has breast cancer is the probability of a posi-
tive mammogram in a patient with breast cancer P(A∩B), the 
green area, divided by the probability of breast cancer P(B), the 
blue area. As P(A) and P(B) are independent, P(A∩B) equals P(A) 
multiplied by P(B).

Figure 3. Venn diagram for mutually exclusive events (eg, 
flipping a coin or having or not having a disease).

Figure 2. A box-and-whisker plot displays the range, median, 
and interquartile range (IQR). Circles are outlier values. 

0.0 to 1.0 (4). Probability can be used for a single 
event or outcome, such as how likely a person is 
to have breast cancer or how likely a person is to 
have a positive mammogram. Probability can be 
also used for a combination of multiple events, 
such as how likely it is that a person has a breast 
cancer P(A) and positive mammogram P(B). The 
probability that both A and B occur is termed the 
intersection, notated as P(A∩B). Multiple events 
may also have a union, notated as P(A∪B), which 
is the likelihood that A, B, or both occurred. Venn 
diagrams can be used to visualize the probability 
of multiple events more intuitively (Fig 3).

Events are described as mutually exclusive 
when they cannot occur at the same time: for 
example, a coin flip being heads and tails at the 
same time or a person simultaneously having 
metastatic disease and not having metastatic dis-
ease. Since there is no possible overlap between 
mutually exclusive events, the probability of the 
union of two mutually exclusive events is the sum 
of the probability of each event (the addition rule 
of probability). Independent events, by contrast, 
may occur together, but the probability of oc-
currence of one event, P(A), does not affect the 
probability of occurrence of the other event P(B). 
Examples of independent events include the faces 
that are seen on honestly thrown pairs of dice 
and the occurrence of appendicitis in two unre-
lated patients (Fig 3). The probability of the in-
tersection of two independent events is obtained 
by multiplying the probability of each event (the 
multiplication rule of probability) (4).

Conditional probability, P(A | B), introduces 
sequence and describes the probability, given one 
event has occurred, of a second event (Eq 3):

It is routinely used to describe the accuracy of 
diagnostic tests. For example, test sensitivity is 

defined as the probability that a test for a disease 
will be positive given the disease being present. 
In a mammographic screening population, the 
probability that a person with breast cancer will 
be subsequently diagnosed at mammography is a 
conditional probability (4,5) (Fig 4).

Inferential Statistics
As previously discussed, descriptive statistics 
provide information about the study population 
alone. Inferential statistics, by contrast, are used 
to evaluate the degree to which study population 
findings can be generalized to other, typically 
larger, populations. For example, if we perform a 
study and find that the thickness of the gallblad-
der wall in acute cholecystitis has a mean of 8 
mm and a standard deviation of 2 mm for 200 
research subjects, inferential statistics will help us 
to compute a range of potential gallbladder wall 
thicknesses in acute cholecystitis in the general 
population that will be true most (typically 95%) 
of the time. The calculation of confidence inter-
vals is a key part of inferential statistics.

In inferential statistics, the study sample 
should be representative of the study popula-
tion and should be randomly selected (so that 
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Figure 5. Relationship between confounding, predictor, and 
outcome variables.

each possible study sample would have the same 
probability of being selected for the study) (6). 
Nonrandom study subject selection is a com-
mon limitation of studies of diagnostic imaging 
tests. For example, a study of the efficacy of 
abdominal magnetic resonance (MR) imaging 
for the diagnosis of appendicitis in pregnant 
females might be biased by one of three rotating 
obstetricians deciding to perform ultrasonogra-
phy (US) instead of MR imaging in all patients 
clinically judged to have a high probability of 
appendicitis.

Variables are parameters measured in each 
study subject. Variables can be outcome variables 
(yi), which are dependent on predictor variables; 
predictor variables (xi), which are the indepen-
dent variables of interest that affect the outcome 
variable; and covariate variables (zi), which are 
the independent variables that operate jointly 
with predictors to influence outcomes, and may 
confound the results. Covariate variables should 
be considered in the early phases of study design 
and controlled by various methods, including 
randomization, stratification, and regression 
methods. Confounding variables, or confounders, 
are covariate variables correlated with predictor 
and outcome variables uni- or bidirectionally (7) 
(Fig 5). Confounders mask or alter real associa-
tions between predictor and outcome variables. 
For example, an imaging study assessing whether 
cirrhosis is associated with brain atrophy might 
be confounded by the effects of alcohol on both 
the liver and the brain.

The relationship between the various types of 
variables listed above can be written as (Eq 4):

where y is the outcome variable, x is the predictor 
variable, z is the covariate variable(s), e is random 
error, and f and g are functions derived from the 
sample data.

Random error is a feature of all measurement, 
including diagnostic imaging studies. It incorpo-
rates measurement variations that happen due to 
chance and decreases the precision of the study 
results. Increasing the sample size decreases the 

effect of random error. An example of random 
error in imaging studies is the mottled density 
variation evident on all CT images, even in 
homogeneous tissue. Random error is different 
from systematic error (bias), which is persistent 
nonrandom error; for example, an incorrectly 
calibrated CT scanner that yields density values 
20 HU greater than true values for all tissues. 
Systematic error decreases the accuracy of study 
results and cannot be reduced by increasing 
sample size.

Hypothesis Testing
A hypothesis is a statement about an aspect of 
the underlying population that can be tested 
to determine if the observed data are probably 
subject to the assumption that the hypothesis 
is true. In statistics, the reasons for differences 
between groups in a sample are actual effect, 
chance, confounding, and bias. Hypothesis 
testing allows investigators to determine if the 
observed differences between groups are likely 
to be due to an actual effect and not to chance. 
A hypothesis is usually stated as a null hypoth-
esis (H0) that there is no difference between two 
groups or that there is no effect. Investigators 
then calculate the probability of the observed 
result as seen in the study if there really were no 
difference between the groups. This probability 
is typically termed the P value. If the P value is 
sufficiently low, the null hypothesis is rejected 
and the alternative hypothesis (H1), stating that 
the expected difference actually exists, is ac-
cepted. It is important to appreciate that a P 
value below the threshold for rejecting the null 
hypothesis (typically, this threshold value is set 
to be P < .05) does not prove causation—it only 
indicates that an observed difference is unlikely 
to be due to chance. An assessment of causa-
tion requires careful interpretation of clinical 
and biologic knowledge and a study design that 
avoids confounders. For example, a study of 
coronary arterial calcification in Africans versus 
North Americans would likely find a significant 
difference between coronary arterial calcifica-
tion in the two populations. However, African 
ancestry is probably not protective, as evidenced 
by the higher rates of coronary atherosclerotic 
disease in African Americans; the underlying 
cause(s) may be obesity or other unrecognized 
confounder(s) (4).

In hypothesis testing, two types of error can 
occur. Type I error occurs when a null hypothesis 
is rejected when the null hypothesis is actually 
true (Eq 5). The probability α of a type I error is 
generally set at .05 or less, which means that the 
chance of incorrectly rejecting the null hypoth-
esis, or of finding a significant difference when 
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one is not present, is less than 5%. Type II error 
occurs when the null hypothesis is false, but is 
not rejected—ie, a difference is truly present but 
is not detected (Eq 6). The probability b of mak-
ing a type II error is generally set at .20 or less.

and

Power and Sample Size
Power is the probability of observing a difference 
between groups in a sample when there is a dif-
ference present (Eq 7). Power is analogous to the 
sensitivity of a diagnostic test. In this analogy, the 
“test” is the study itself and the finding we wish 
to detect is the “disease.” Power is calculated as 
follows:

In the same way that one might select a diagnos-
tic test in clinical practice on the basis of that 
test’s expected sensitivity and specificity, it is 
important to design studies with the appropri-
ate likelihood of detecting effects when they are 
actually present, and not detecting effects when 
they are not. This is accomplished by sample 
size calculations, also often termed power cal-
culations. In general, sample size calculations 
are influenced by type I error, type II error, 
effect size, and expected variation of outcome 
variables in a sample. Sample size calculation is 
a complex procedure, and it is generally recom-
mended that these calculations be checked with 
a biostatistician before embarking on a clinical 
study (8).

Effect Size and Confidence Intervals
Effect size is the magnitude of observed differ-
ence in an outcome variable when comparing it 
between two or more groups in the study. This 
is distinct from the P value, which describes the 
probability that an observed difference is due to 
chance, but does not tell us how large the differ-
ence (ie, effect) is. Effect size estimation is crucial 
for clinical decision-making. For example, a 
study showing that CT is more sensitive than US 
for the diagnosis of diverticulitis is meaningless 
without knowing how much more sensitive it is. 
Generalizing the effect size from the study sample 
to the general population requires computation 
of an effect size confidence interval. The 95% 
confidence interval of the effect size is the true 
effect size that, if repeatedly randomly sampled, 
would have a 95% likelihood of including the ob-
served effect size. By convention, 95% confidence 
intervals are usually presented in the literature; 

however, 90% or 99% confidence intervals can 
be selected based on required study precision (9).

Statistical Tests
Statistical tests are tools used to calculate P values 
and confidence intervals, and are part of the 
process of hypothesis testing. Hypothesis testing 
goes through several steps, including (a) state null 
and alternative hypotheses, (b) state type of data 
for predictor and outcome variables, (c) determine 
appropriate statistical test, (d) state summary 
statistics if applicable, (e) calculate P values and 
confidence intervals, (f) decide whether to reject 
or accept the null hypothesis, and (g) interpret the 
results.

Appropriate statistical test selection depends 
on data type and distribution, number of groups 
in the study sample, and if the outcome variables 
are independent or correlated. Table 2 summa-
rizes common statistical tests with corresponding 
examples of null hypotheses. Figures 6–8 illus-
trate approaches to select an appropriate statisti-
cal test for various hypothesis testing scenarios.

t Tests and One-Way ANOVA
These tests are used when outcome variables are 
numerical, sampling is random, the character-
istic to be evaluated is normally distributed in 
the population, and variance is equal between 
groups. Normality is visually checked on histo-
grams, or by using statistical tests of normality 
(eg, the Shapiro-Wilk test); t tests and one-way 
ANOVA are used for mean comparison between 
two groups or more than two groups, respec-
tively (10,11). For example, a t test might be 
used if investigators want to determine whether 
an observed difference in mean estimated tissue 
stiffness at quantitative sonoelastography between 
patients with benign and malignant liver masses 
is likely due to chance or not.

Correlation
The Pearson correlation test evaluates whether 
two independent continuous variables are linearly 
related. Pearson correlations are often visualized 
using scatter plots (Fig 9). The Pearson correla-
tion coefficient (r) computed by the test ranges 
from −1 to +1, where −1 is perfect inverse cor-
relation between two variables and +1 is perfect 
direct correlation. If r = 0, it means that there 
is no relationship between two variables. It is 
important to note that if two variables are related, 
but the relationship is not linear, then the Pear-
son correlation coefficient may be uninformative. 
A Pearson correlation near either +1 or −1, with 
P < .05, indicates that there is a relationship but 
does not exclude that there may also be a nonlin-
ear component. Similarly, a Pearson correlation 
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near zero with a high P value implies that, while a 
linear correlation is likely not present, a nonlinear 
relation may still be present (12,13).

Proportion Analysis Tests
Proportion analysis tests (PATs) are used when 
outcome variables are categorical and include 
c2 tests, the Fisher exact test, and the McNemar 
test (Table 2). The Fisher exact test provides an 
exact P value computation, and is used for smaller 
sample sizes. The c2 test provides a close approxi-
mation of the P value when the sample size is large 

enough that the binomial distribution approxi-
mates the normal distribution for the calculation 
of P value and confidence intervals. PATs are very 
commonly used in radiology research. Effect size 
in PATs is estimated by difference between pro-
portions, pairwise risk difference, relative risk, or 
odds ratio based on the study design (case-control 
vs cohort) (14). The McNemar test is used when 
comparing matched-paired dichotomous outcome 
variables—for example, to compare the diagnostic 
performance of two imaging techniques in the 
same subjects (15,16).

Table 2: Brief Glossary of Common Statistical Tests

Statistical Tests Null Hypothesis Examples Comment(s)

Paired t test H0: Mean thyroid nodule diameter at US 
before L-thyroxine = mean thyroid nod-
ule diameter at US after L-thyroxine in 
the same group

Paired t test is usually used to compare 
mean differences of outcome variable 
in one sample after an intervention

Two sample t test H0: mean thyroid nodule diameter at US 
in two different groups matched for sex, 
age, and nodule size, one with and one 
without L-thyroxine therapy, is equal

Two-sample t test is used to compare 
mean differences between two differ-
ent groups

One-way ANOVA H0: mean calcium scores at cardiac CT are 
the same in three age groups (40–60, 
61–70, and 71–80 years)

This test is used to compare mean in 
more than two groups

P < .05 implies the mean between the 
groups is likely to be different, but 
does not identify which groups are 
responsible for the difference

Pearson correlation H0: age and tumor size are unrelated vari-
ables

Interpretable if P value is statistically 
significant; assesses only for linear 
relationships

c2 test H0: proportion of patients with microcalcifi-
cations at US is the same in patients with 
benign or malignant thyroid nodules

Not accurate with small sample sizes

Fisher exact test As for the c2 test Works well with small sample sizes (use 
when at least one expected cell size in 
the contingency table is ≤5)

McNemar test H0: probability of diagnostic core biopsy 
equals probability of diagnostic fine 
needle aspiration at repeat biopsy in the 
same patients after an initial nondiagnos-
tic fine needle aspiration

Compares diagnostic accuracy measures 
between two tests in the same subjects

Wilcoxon signed  
rank test

H0: median lesion number detected at CT 
without contrast material equals the me-
dian lesion number detected at CT with 
contrast material in a sample

Analogous to the paired t test except it 
compares median instead of mean; 
used for non-normal distributions

Wilcoxon rank-sum  
test (Mann-Whitney  
U test)

H0: median detectable liver lesion number 
in a cirrhotic group equals median de-
tectable liver lesion number in a noncir-
rhotic group

Analogous to the two-sample t test 
except that it compares median instead 
of mean; used for non-normal distri-
butions

Kruskal-Wallis test H0: median detectable liver lesion number 
is equal in three groups: US, CT with 
contrast material, and MR imaging with 
contrast material

Analogous to one-way ANOVA except it 
compares median instead of mean

Spearman rank correla-
tion test

H0: Age and number of hepatomas are 
unrelated

Used when at least one of the two 
variables cannot be assumed to have a 
normal distribution
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Figure 6. Approach to select appropriate parametric tests. (1 = numerical and any 
types of categorical data.)

Figure 7. Approach to select 
appropriate proportion analysis 
tests. (1 = categorical: dichoto-
mous, nominal, or ordinal data; 
2 = multiple: numerical and/or 
any types of categorical data.)

Nonparametric Tests
Nonparametric tests (NPTs) are useful when fewer 
assumptions can be made about the underlying 
continuous or ordinal data. For example, when 
the underlying data are not normally distrib-
uted, or the sample size is small, NPTs are more 
likely to yield valid results. A distinctive feature 
of NPTs is ranking of data before calculating 
P values. In contrast with t tests and one-way 
ANOVA, NPTs use sample medians for compari-
son between groups (17).

Regression Techniques
Regression techniques are used to try to find 
an equation that best explains the relationship 
between variables. Simple linear regression is 
the simplest regression technique, and is used to 
find the closest approximation to a mathematical 
relationship between predictor and outcome vari-
ables based on a scatter plot, where each point’s 
coordinates comprise predictor and outcome 
variables (Eq 8, Fig 10):

where y is an outcome variable, b0 is the y-inter-
cept (the expected value of y when x = 0), xi is a 

predictor variable, b1 is the slope of the regres-
sion line (or the mean change in y for a one-unit 
increase in x), and ei is the residual error term, 
which describes the vertical distance each point is 
away from the regression line.

The assumptions that need to be satisfied for a 
linear regression analysis are independence of all 
predictor variables, linearity (which means that 
outcome and predictor(s) have a linear relationship 
with slope and y-intercept), homoscedasticity and 
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Figure 8. Approach to select appropriate nonparametric tests. (1 = ranked: ordinal or not 
normally distributed data, 2 = multiple: numerical and/or any types of categorical data.)

Figure 9. Correlation be-
tween two numeric values 
(X and Y). Each point on the 
graph represent values of X 
and Y variables for each sub-
ject, and the red line shows 
a linear relationship between 
a predictor and an outcome 
(ρ = +0.87, P = .001).

normality of residual (which means the residuals 
have the same variance), and normal distribution.

Linear regression analysis can be used for 
hypothesis testing, where the null hypothesis is 
that the outcome y is unrelated to the predictor 
x. For this to be true, b1 must equal zero. If the 
null hypothesis is rejected, there is an association 
between predictor and outcome(s). The regres-
sion coefficients estimate the effect size, and have 
two components: b0, which estimates the mean 
outcome when x = 0, and b1, which estimates the 
change in outcome for every unit of increase in 
the predictor variable (13).

Multiple linear regression and logistic regres-
sion are more complex regression models. Mul-
tiple linear regression tests multiple predictors xi 
against one outcome y, whereas logistic regression 
tests a dichotomous outcome (ie, two outcomes) 
against multiple predictors. Multiple regression 
techniques are commonly used for mitigating the 
confounding effect of covariant predictor variables 

on an outcome variable, and for predicting an out-
come variable based on several predictor variables 
(18). A detailed discussion of these techniques is 
beyond the scope of this article.

Measures  
of Diagnostic Accuracy

Diagnostic accuracy studies examine the ability of 
diagnostic tests to discriminate correctly between 
patients with and without particular medical 
conditions. Disease status is usually determined by 
a reference standard, also termed a gold standard, 
which is assumed to be the best existing source of 
information for true disease status. Test accuracy is 
measured by comparing test results to the refer-
ence standard (19–21).

Sensitivity and Specificity
Sensitivity and specificity are key measures of 
diagnostic accuracy. These measures are intrinsic 
properties of a test and do not depend on the 
study population. The sensitivity and specificity of 
a diagnostic test with dichotomous results are best 
illustrated by a 2 × 2 table (Fig 11), where the rows 
show disease status and the columns show test 
results. This table has four cells: (a) true-positive 
(TP) is the number of patients who have the disease 
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Figure 11. A 2 × 2 contingency table for calculating diagnos-
tic accuracy measures.

(D+) and a positive test result (T+), (b) false-
negative (FN) is the number of patients who have 
the disease (D+) and a negative test result (T–), 
(c) false-positive (FP) is the number of patients 
who have a positive test result (T+) yet do not have 
the disease (D–), and (d) true-negative (TN) is the 
number of patients who do not have the disease 
(D–) and have a negative test result (T–).

For tests with ordinal or continuous results, 
sensitivity and specificity estimation can be 
performed only after a decision threshold, also 
termed a cutoff point, is defined to separate “pos-
itive” from “negative.” For example, a radiologist 
may interpret a mammogram as normal, benign, 
probably benign, suspicious, or malignant. A 
positive test result might be defined as any inter-
pretation of suspicious or malignant, or it might 
be defined as any interpretation other than nor-
mal. A decision threshold is often determined by 
the clinical or research setting in which the test is 
used. For example, a screening test will have cut-
offs set for more sensitivity, while a confirmatory 
test will have cutoffs set for more specificity.

Sensitivity is defined as the conditional prob-
ability of a positive test given that the patient has 
the disease (Eq 9), and test sensitivity can be 
computed as the number of TP subjects divided 
by the number of TP plus FN subjects (Eq 10):

and

A test with high sensitivity is most useful for rul-
ing out the disease; a negative result in this test 
suggests a low probability of having the disease. 
Screening tests must have high sensitivity to be 
useful.

Specificity is the conditional probability of a 
negative test given that the patient does not have the 
disease (Eq 11); the specificity of a test is the num-
ber of TN subjects divided by the number of FP 

subjects plus the number of TN subjects (Eq 12):

and

A test with high specificity is most useful for 
confirmation of the presence of disease; a positive 
result for a specific test suggests a high probabil-
ity of having the disease.

Sensitivity and specificity are measures of 
diagnostic accuracy. Since these parameters are 
conditional on having the disease (for sensitivity) 
or not having the disease (for specificity) they 
are not affected by disease prevalence. However, 
sensitivity and specificity can be affected by dis-
ease severity spectrum (subclinical, mild, moder-
ate, severe), disease anatomic extent (eg, larger 
lesions are more easily detectable by imaging 
modality), and patient characteristics (eg, obesity 
can decrease the sensitivity and specificity of US 
for detecting deep lesions in the liver). For this 
reason, the sensitivity and specificity of individual 
diagnostic tests should not be considered abso-

Figure 10. Simple linear 
regression model graph. 
The aim of a linear regres-
sion model is to find the 
best line with the least 
average squared vertical 
distance from each point 
on a scatter plot. A simple 
linear regression can be 
expressed as y = b1xi + b0, 
where b1 is the slope of the 
regression line and b0 is the 
y-intercept.
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Figure 12.  ROC curve. The area under the ROC curve (AUC) 
is the area between the ROC curve and the x-axis (light gold 
area). The green line corresponds to a “coin-flip” decision and 
is known as the chance diagonal.

lute, and should be considered in light of both 
disease and patient factors. These factors can be 
considered covariates, and regression methods 
can be used to control for these in studies of test 
diagnostic accuracy (22).

Accuracy
Accuracy is a measure that combines sensitivity 
and specificity into a single index of the probability 
of a correct test result. Accuracy is the sum of TP 
and TN divided by the total number of subjects 
studied (Eq 13). This measure is simple to calcu-
late but has limited value: (a) It is not an intrinsic 
property of the diagnostic test and is affected by 
disease prevalence (eg, in a disease with extremely 
low prevalence, accuracy as a measure will remain 
high despite low sensitivity). (b) It is calculated 
based on one decision threshold with single pairs 
of sensitivity and specificity, but there can be more 
than one decision threshold for a test. (c) It can-
not be used to compare two different tests in the 
same population in a clinically meaningful way, as 
these two tests may have different sensitivities and 
specificities with different FN and FP results but 
yield similar accuracy. For these reasons, separate 
consideration of sensitivity and specificity is usu-
ally more meaningful than computation of accu-
racy (22), where

Receiver Operating  
Characteristic Analysis
A receiver operating characteristic (ROC) curve is a 
visual measure of the intrinsic accuracy of diagnos-
tic tests (ie, independent of disease prevalence). It 
is a graph of a test’s sensitivity on the y-axis versus 

its false-positive rate (which is equal to 1 − specific-
ity) on the x-axis (Fig 12). Each point of the ROC 
curve is a decision threshold comprising a sensitiv-
ity and specificity pair. The ROC curve shows all 
possible decision thresholds and is independent of 
the chosen decision threshold. ROC curves de-
scribe the totality of test performance, and facilitate 
comparison between different tests (23,24).

Area Under the ROC Curve
AUC is the area between the ROC curve and the 
x-axis, with potential values between 0.0 (com-
pletely inaccurate) and 1.0 (completely accurate). 
The practical lower limit of AUC is 0.5, which 
corresponds to a “coin-flip” or random allocation 
to positive or negative testing (Fig 9). A diagnostic 
test with an ROC curve above a diagonal line set 
from the bottom-left corner to the top-right (the 
“chance,” or no-discrimination, diagonal) will 
have some ability to differentiate patients with the 
disease from patients who are unaffected (25).

Likelihood Ratio
Likelihood ratio (LR) is an intrinsic measure 
of diagnostic accuracy that is the ratio of the 
probability of a test result among patients with 
disease (D+) to the probability of that test 
among patients without the disease (D–). Positive 
likelihood ratio (LR+) and negative likelihood 
ratio (LR–) are defined in Equations 14 and 15, 
respectively.

and

LR = 1.0 indicates that the test result is equally 
likely in patients with and without the condition, 
LR > 1.0 indicates that the test result is more 
likely among those patients who are D+, and 
LR < 1.0 indicates that the test result is more 
likely among those who are D–. The higher the 
LR, the more likely the test result is among D+ 
patients rather than D–. LR+ > 10 and LR– < 
0.1 are commonly said to provide “convincing” 
diagnostic evidence, while LR+ > 5 and LR– 
< 0.2 are commonly said to provide “strong” 
diagnostic evidence. The information provided 
by the LR is used to inform the decision-making 
process. For example, a higher level of certainty 
may be warranted before taking a patient to the 
operating room than for starting antibiotics for 
the treatment of a presumed pneumonia (22).

Bias in Diagnostic Tests
Varieties of bias exist in clinical studies based  
on the study design type. In this article, we are fo-
cused on biases that affect measures of diagnostic 
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Figure 13. A Bland-Altman graph, used to assess agreement 
between two observers. The mean is shown as a continuous 
light blue line. In this case, since the mean is greater than zero, 
bias is present. Limits of agreement are shown as dotted red 
lines on the graph, and each hollow circle represents a subject 
measured by observers.

accuracy that can lead to over- or underestimation 
of diagnostic accuracy.

Selection bias occurs when a sample is not 
representative of the study population that has 
been influenced by external factors, which affects 
the study outcomes. For example, if all study 
patients undergoing a renal imaging study were 
recruited from a clinic specializing in the man-
agement of renal cell carcinomas <3 cm in size, 
the sensitivity of the imaging study for renal cell 
carcinoma might falsely be thought to be lower 
than it actually is, because more readily detect-
able larger lesions would be excluded from the 
study sample.

Spectrum bias is a type of selection bias that 
occurs when important subgroups of a disease 
are missing or underrepresented in a sample; 
for example, a study of sonoelastography for 
distinguishing stages of liver fibrosis lower than 
F2 from stages higher than or equal to F2 will 
falsely report excellent test performance if all 
test subjects have either stage F0 (no fibrosis) or 
F4 (cirrhosis) liver fibrosis and no subjects have 
either stage F1 or F3 fibrosis.

We describe two kinds of reference standard 
bias. Imperfect standard bias occurs when the 
accuracy of the reference standard is not close 
to 100%. This results in underestimation of the 
accuracy of other diagnostic tests. Verification bias 
occurs when patients with positive or negative 
test results are preferentially referred for reference 
standard tests that are not commonly used in clini-
cal practice. For example, pulmonary angiography 
results for patients with suspected pulmonary 
embolism may not be generalizable to the patient 
population without invasive reference tests.

Bias in performing and interpreting tests 
includes measurement bias, which occurs when 
methods of measurement are dissimilar between 
groups of patients, and review bias, which is 
a type of measurement bias that occurs when 
observers are not blinded properly to the selected 
reference standard (26,27).

Reliability and Agreement
Reliability and agreement are measures of vari-
ability in diagnostic tests. In contrast with diag-
nostic accuracy, which is primarily related to bias, 
reliability is focused on random error. In imag-
ing science, sources of variability may arise from 
imaging modalities (eg, US versus CT), different 
imaging acquisition algorithms within a single 
modality, protocol or equipment variation, vary-
ing radiologists’ expertise, and biologic variation 
(diurnal, temporal, and situational) within and 
between patients.

Reliability refers to how consistently a diag-
nostic test can distinguish patients in a group 

from each other. Agreement is how well an obser-
vation produces the exact same value on repeated 
measurements in the same patient. For categori-
cal data, reliability is generally expressed as κ 
statistics. The κ coefficient is considered substan-
tial if it is between 0.61 and 0.80, and excellent 
if it is more than 0.80 (28,29). For example, if 
two or more radiologists evaluate a CT scan to 
determine whether appendicitis is present (using 
a clear “yes” or “no” decision) in the same group 
of patients, κ statistics can be used to report the 
reliability of the test.

For continuous data, reliability is assessed 
using the intraclass correlation coefficient, which 
is reported as a number between 0 and +1 with 
a 95% confidence interval. In the literature, an 
intraclass correlation coefficient greater than 0.70 
is commonly considered acceptable (30).

Bland-Altman graphs and analysis are also 
used to describe agreement for numerical data. 
To perform Bland-Altman analysis, two condi-
tions should be satisfied: (a) Data should be 
continuous with the same unit of measurement 
between observers and (b) only two observers 
can be compared. Bland-Altman graphs permit 
evaluation of bias and limits of agreement (Fig 
13). Bias is systematic measurement error, which 
here is the trend of one of the two observers to 
underestimate or overestimate the measurements 
relative to the other observer. Bias is computed 
as the value determined by one method minus 
the value determined by the other method. If bias 
is consistently present, the difference between 
the two methods will appear as a continuous line 
greater than zero on the Bland-Altman graph. 
The closer to zero the average of the difference 
between the two methods is, the lower the bias. 
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The limits of agreement are defined as the range 
wherein 95% of the measurement differences 
between the two observers are captured, and are 
depicted on the Bland-Altman graph as a pair of 
dotted lines. This can be interpreted as a measure 
of the expected measurement error between two 
observers. Narrower limits of agreement imply 
closer agreement between observers (31). For ex-
ample, if two radiologists independently measure 
the maximal diameter (continuous variable) of 
the aorta in the same group of patients with CT, 
the intraclass correlation coefficient and Bland-
Altman graphs could be used to assess their reli-
ability and agreement, respectively.
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Statistics 101 for Radiologists 
INSTRUCTIONS 

• Read through the article and answer the multiple choice questions provided below  

• Some questions may have more than one answer; in which case you must please mark all the correct answers 

 
Question 1:  What is the purpose of “Descriptive Statistics?” 
 

A: It is used to provide concise information about statistical 
concepts commonly used 

B: It is used to preserve brevity and clarity when diagnostic 
tests are evaluated 

C: It is used to describe data using standard measures, 
graphs and tables 

D: It is the qualitative analysis of numerical data 
 
Question 2: Which one of the following describes the 
“interquartile range?” 
 

A: The center value of a series of values ranked from lowest 
to highest 

B: The difference between the largest and the smallest 
values of a numerical variable 

C: The difference between the 25th and 75th quartiles of a 
data set 

D: The difference between the 25th and 75th percentiles of 
a data set 

 
Question 3: Which one of the following is TRUE regarding the 
different types of data? 
 

A: Discrete data has a numerical value with equal 
differences between each unit 

B: Dichotomous data has only two categories, for example 
male and female 

C: Nominal data has a numerical value with equal 
differences between each unit and have meaningful 
ratio 

D: Ordinal data has more than two categories without 
meaningful or logical order 

 
Question 4: Which one of the following describes “Probability?” 
 

A: A way to quantify certainty in science 
B: The relative frequency of an event over an indefinitely 

large number of trials 
C: The proportions or rates and are expressed by frequency 

or relative frequency (in percent) 
D: None of the above 

 
 
 
 
 
 
 
 
 
 
 
 

 
Question 5: Which one of the following is FALSE regarding 
“Inferential Statistics?” 
 

A: It provides information about the study population 

alone 

B: It is used to evaluate the degree to which study 

population findings can be generalized to other, 

typically  larger, populations 

C: It describes the study sample which should be 

representative of the study population and should 

be randomly selected 

D: It is additional data gathered from descriptive 

statistics 

 
Question 6: Which one of the following is TRUE regarding the 
types of errors in hypothesis testing? 
 

A: Type I error occurs when a difference is truly present 

but is not detected 

B: Type II error occurs when a null hypothesis is 

rejected when the null hypothesis is actually true 

C: Type II error occurs when the null hypothesis is false, 

but is not rejected 

D: None of the above 

 
Question 7: Is it TRUE or FALSE that in Type I errors, the 
chance of finding a significant difference when one is not 
present, or of incorrectly rejecting the null hypothesis, is less 
than 5%? 
 

A: TRUE 
B: FALSE 

 
Question 8: Which one of the following is NOT one of the 
steps in the process of hypothesis testing? 
 

A: Stating of data for predictor and outcome variables 
B: Determining appropriate population exclusion 

criteria 
C: Calculate P values and confidence intervals 
D: Deciding whether to reject or accept the null 

hypothesis 
 

 

 

 

 

 

 

 

 

 

 



Question 9:  Which one of the following is the MOST CORRECT 
regarding “Common Statistical Tests?” 
 

A: Two sample t test is used to compare mean differences 

of outcome variables in one sample after an intervention 

B: Pearson correlation is not accurate with small sample 

sizes 

C: X2 test works well with small sample sizes and is used 

when at least one expected cell size is less than 5 

D: McNemar test compares diagnostic accuracy measures 

between two tests in the same subjects 

 
Question 10: Is it TRUE or FALSE that parametric tests are useful 
when fewer assumptions can be made about the underlying 
continuous or ordinal data? 
 

A: TRUE 

B: FALSE 

 
Question 11: Which one of the following is TRUE regarding 
“Sensitivity and Specificity?” 
 

A: True positive is the number of patients who have a 

positive test result and have the disease 

B: False positive is the number of patients who have the 

disease and have a negative test result 

C: False negative is the number of patients who have a 

negative test result and do not have the disease 

D: True negative is the number of patients who have a 

positive test result yet do not have the disease 

 

Question 12: Which one of the following defines “Sensitivity?” 
 

A: The number of patients who have a positive test result 

and have the disease 

B: The conditional probability of a negative test given that 

the patient does not have the disease 

C: The conditional probability of a positive test given that 

the patient has the disease 

D: None of the above 

 

Question 13: What is the “Likelihood Ratio (LR)?” 
 

A: It is an extrinsic measure of diagnostic accuracy 

B: It is the ratio between the probability of a test result 

among diseased patients to the probability of that 

test among patients without the disease 

C: It is a ratio that combines sensitivity and specificity 

into a single index of the probability of a correct test 

result 

D: It indicates whether a test result will be a false 

positive or false negative 

 
Question 14: Is it TRUE or FALSE that in categorical data, 
reliability is generally expressed as κ statistics and the κ 
coefficient is considered excellent if it is between 0.61 and 
0.80?  
 

A: TRUE 

B: FALSE 

 
Question 15: Which one of the following defines the “limits of 
agreement?” 
 

A: The range wherein 95% of the measurement 

differences between the two observers are captured 

B: The consistency of a diagnostic test to distinguish 

patients in a group from each other 

C: How well an observation produces the exact same 

value on repeated measurements in the same 

patient. 

D: None of the above 
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